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Brief history of DL

Convolution Neural Networks for  Google Brain Project on

Handwritten Recognition 16k Cores
1958 Perceptron 1974 Backpropagation 1998 i | | 2012
awkward silence (Al Winter) I
1969 1995 2096 2012
Perceptron criticized SVMreigns  Restricted  AlexNet wins
y , Boltzmann ImageNet

Machine |1 2 GENET
8,

=

FUNDAMENTALS OF DEEP NEURAL NETWORKS 3




Why Today?

Lots of Data

Why deep learning 601
® 50
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ResNet-18
Amount of data = ResNet-34 34-layer
20* . :
0 10 20 30 40 50
How do data science techniques scale with amount of data? iter, (led)
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Why Today?

Lots of Data

Deeper Learning

Revolution of Depth ILSVRC top-5 error on ImageNet

|2
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B
2 layers 19 lnm I I

i I 8 ayen 8 layers
ISVAC'IS  ILSVRC'I4  ILSWRC'14  ILSVRCTIY  MSVRC'12  ILSVAC'11  ILSVRC'I0
fesNet  GoogleNet VGG AlexNet
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imageNet Classification top-5 error (%) 2010 2011 2012 2013 2014 Human ArXiv 2015

FUNDAMENTALS OF DEEP NEURAL NETWORKS 5



Why Today?

Lots of Data

50X BOOST IN DEEP LEARNING

. IN 3 YEARS
Deep Learning o
M40 + cuDNN4
50
s M40 + cuDNN3
More Power .
‘:3’, 30
€ 2
3 K40 + cuDNN1
10 K40
CPU .
VS5 11/2013 9/2014 7/2015 12/2015

@. 's.. = CPU: 1x ES-ZMW.SGNL 128GB System Memory, Ubuntu 14.04
Cloud

Computing ) - https://blogs.nvidia.com/blog/2016/01/12/accelerating-
o : ai-artificial-intelligence-gpus/
https://www.slothparadise.com/what-is-cloud-

computing/
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https://blogs.nvidia.com/blog/2016/01/12/accelerating-ai-artificial-intelligence-gpus/
https://www.slothparadise.com/what-is-cloud-computing/

Machine learning is everywhere

What can | help
you with?
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Deep Learning

Inspiration from brain
» 86Billion neurons

» 10%4-10% synapses

impulses carried
toward cell body

branches
\ 7 of axon

nucleus

dendrites

axon

impulses carried

away from cell body
cell body

terminals
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Key components of ANN

» Architecture (input/hidden/output layers)
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Key components of ANN

» Architecture (input/hidden/output layers)

» Weights

o wWo
axon from a neuro.n.‘\s s
Wy

‘e \\
dendrile \

. cell body f (Z Wiz h)
M Z w;z; + b f ’ -
: e output axon
activation
function
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Key components of ANN

» Architecture (input/hidden/output layers)

» Weights

» Activations

O O] m/
(] —/ (] (]

LINEAR LOGISTIC / RECTIFIED
SIGMOIDAL / TANH LINEAR (RelLU)
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Perceptron: an early attempt

Activation function

f(x)za(w-a;_|_b) 0(y):<1’ y >0

0, o/w

\

Need to tune W and b

x1 wl

w2

o P




Multilayer perceptron

., :
A neuron is of the form
. ul
\r:\ée Jrl;t Iaadgfld a / o(w.x + b) where o is
u yer: an activation function

We just introduced
non-linearity! 14

FUNDAMENTALS OF DEEP NEURAL NETWORKS 13




A mostly complete chart of

Backfed Input Cell N e u ra l N EtWO rks Deep Feed Forward (DFF)

: Input Cell ©2016 Fjodor van Veen - asimovinstitute,org

& Noisy Input Cell Perceptron (P) Feed Forward (FF)  Radial Basis Network (RBF)

@ Hidden Cel A i, =
@ rrovabiistic Hidden Cell : & i

@ spiking Hidden Cell

@ output ceu

Recurrent Neural Network (RNN) Long / Short Term Memory (LSTM)  Gated Recurrent Unit (GRU)
. ) - - C) -~

o~ -

RN < B,
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put Output Cell Y S
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. Recurrent Cell

. Memory Cell Auto Encoder (AE)  Variational AE (VAE) Denoising AE (DAE) Sparse AE (SAE)
. Different Memory Cell . 3 a

. Kernel

o

@ Convolution or Pool

Markov Chain (MC) Hopfield Network (HN) Boltzmann Machine (BM) Restricted BM (RBM) Deep Belief Network (DBN)

PR, T R
> XX K
e a2 )

Sasen Cain (@spectralradius)
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https://twitter.com/spectralradius

Training & Testing

Training: determine weights
o Supervised: labeled training examples
> Unsupervised: no labels available
> Reinforcement: examples associated with rewards

Testing (Inference): apply weights to new examples
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DNN

Get batch of data

Tra

1.

ining

> estimate loss

Forward through the network

2.

Backpropagate error

3.

4. Update weights based on gradient
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Backpropagation
Chain Rule in Gradient Descent: Invented in 1969 by Bryson
and Ho
Defining a loss/cost function  J(z,y; 0 Z(y f(xz;0))
Assume a function
flx;0) =wlz+b , 0={w,b}

and associated predictions § = f(x;0) 5 ———

45| — Logistic
\ ~Exponential
|=——Zero-One

Examples of Loss function
"Hinge  J(y,y) = maz{0,1 — gy}

*Exponential J(g,y) = exp(—yy) i o3
"Logistic J(g,y) = loga(1 +exp(—gy)) = e
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Gradient Descent

»Minimize function ] w.r.t. parameters 0

IEREES 0" =0 —n*xVJ(y,z;0) m

= Gradient
0J(z) 9J(x)  0J(),
Oory = Oxs =~ Oz,

Tangent line

VJ(x) = (

= Stochastic Gradient Descend

N
0* =0 — nz VJ(yi,xi; 0)

=1
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Backpropagation




Backpropagation

x H il ’ — z=f(y)=f(g(x))

Chain rule:
Sinole variabl dz dz dy
> Single variable S i
; dr  dydx
> Multiple variables 2 — Z 0z Oy .
O; Ay O;
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Online examples

https://google-developers.appspot.com/machine-
learning/crash-course/backprop-scroll/
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https://google-developers.appspot.com/machine-learning/crash-course/backprop-scroll/

Optimization algorithms

Optimization algorithm Core idea Pros Cons
) o Setting a global leaming rate required
Computes the gradient of e Algorithm may get stuck on saddle

SGD [140]

mini-batches iteratively and
updates the parameters

¢ Easy to implement

points or local minima
« Slow in terms of convergence
o Unstable

Nesterov's momentum [125]

Introduces momentum to
maintain the last gradient
direction for the next

update

e Stable
o Faster leaming
o Can escape local minima

e Setting a learning rate needed

Applies different leaming

e Leaming rate tailored to each

o Still requires setting a global
learning rate

Adagrad [126] rates to different parameter e Gradients sensitive to the regularizer
parameters e Handle sparse gradients well ¢ Leaming rate becomes very slow in
the late stages
Improves Adagrad, by | ¢ Does not rely on a global leaming rate| o stuck in a local minima at
Adadelta [141] appiyng a sel-adapive | { Fysier spod of comergence. gt e
g Teic o Fewer hyper-parameters to adjust
e Leaming rate tailored to each
oys rool mean square | parameter ) ) )
RMSprop [140] Ema‘:a constraint of the o Leaming rate do not decrease e Still requires a global learning rate
leaming rate dramatically at late training e Not good at handling sparse gradients
e Works well in RNN training
Basiars — e Leaming rate stailored to each
mechanism to store an ¢ . : . . 2
Adam [127) . . ¢ Good at handling sparse gradients and | o |t may tum unstable during training
exponentially decaying non-stationary problems
average of past gradients « Memory-efficient

« Fast convergence

FUNDAMENTALS OF DEEP NEURAL NETWORKS
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Visualization
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SGD
Momentum
NAG
Adagrad

- Adadelta

Rmsprop

T T T T
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Training Characteristics

4 Over-fitting

Testing Error /
Traning Eror

/ :

/

Under-fitting

Training steps




Supervisea
Learning




Supervised Learning

Data Model
Labels Prediction

Exploiting prior knowledge
» Expert users

» Crowdsourcing

» Other instruments
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State-of-the-art (before Deep Learning)

Support Vector Machines
= Binary classification
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State-of-the-art (before Deep Learning)

Support Vector Machines
= Binary classification
= Kernels <-> non-linearities

is Data projected to R~2 (hyperpiane projection shown) Data in R~ 3 (separable w/ hyperplane)
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State-of-the-art (before Deep Learning)

Support Vector Machines
= Binary classification
= Kernels <-> non-linearities

Random Forests
= Multi-class classification

Random Forest Simplified

()u:l(mk
/l\ Instance
) Random Forest
/S unny Overcast Ram\
Humidity yle s Wind e 2 : .
Tree-2
High Norm\al Su}mg Wa{ ? n
No Yes No Yes CldSS'A Claiss"B Class-B

Majority-VotingJ] |

FUNDAMENTALS OF DEEP NEURAL NETWORKS



State-of-the-art (before Deep Learning)

Support Vector Machines
= Binary classification
= Kernels <-> non-linearities

Random Forests
= Multi-class classification

Markov Chains/Fields
= Temporal data
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State-of-the-art (since 2015)

Deep Learning (DL)

» Convolutional Neural Networks (CNN) <-> Images

» Recurrent Neural Networks (RNN) <-> Audio
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Convolutional Neural Networks

Inpuc layer (S1) 4 feature maps

(CI1) 4 feature maps (S2) 6 feature maps  (C2) 6 feature maps

l convolution layer [ sub-sampling layer | convolution layer l sub-sampling layer l fully connected MLPI
| I ) | )
I I I
(Convolution + Subsampling) +() ... + Fully Connected
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Convolution operator

Convolved
Feature

Image
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Convolutional Layers

28x28xK activation map

32x32x1 Image

5x5x1 filter W /
—

channels i filters
ki—1ko—1

(I *xK)i; = Z Z I(i—m,j7—n)K(m,n)

m=0 n=0
ki1—1ko—1

=Y > I(i+m,j+n)K(-m,—n)

m=0 n=0

Ry

height
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Convolutional Layers

Characteristics
» Hierarchical features

» Location invariance

Parameters -+ 7
» Number of filters (32,64...) S\ Ve 7
» Filter size (3x3, 5x5) ==
» Stride (1)

» Padding (2,4)

“Machine Learning and Al for Brain Simulations” —
Andrew Ng Talk, UCLA, 2012
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Activation Layer

Introduction of non-linearity
o Brain: thresholding -> spike trains

Identity (Linear) Sigmoid

identity(x) = x ' ' _ () 1
' 1 sigmoid(cr) = ———
J (‘ l1+e T

Tanh (Hypertangent) Gaussian

] e —e " /

tanh(r) = —— / —r2/0?

et + et gaussian{.r) = €
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Activation Layer

ReLU: x=max(0,x)
v' Simplifies backprop
v" Makes learning faster
v Avoids saturation issues
v' ~non-negativity constraint

(Note: The brain)

No saturated gradients

—

relulx)

e
[=]

=]

. violtage (mv)

-
[ =T )
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Subsampling (pooling) Layers

max pooling
2030
11237
121201 30| O
8 (12|20 /
34|70 ;T average pooling
1121100] 25 | 12 13 8
79| 20

<->downsampling

» Scale invariance

Parameters
* Type
* Filter Size

* Stride
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Fully Connected Layers

Full connections to all activations in previous layer

Typically at the end

Can be replaced by conv

Features
Classes
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LeNet [1998]

[LeCun et al., 1998]

C3: 1. maps 16@10x10

INPUT C1: feature maps S4: 1. maps 16@5x5
32,32 002828 $2. 1. maps CS5: la
8@14x14 T~ ik Al oo el

s = I
| Ful conAection ’ Gaussian connections
Convolutions Subsampling Convolutions  Subsampling Full connection
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AlexNet [2012]

55 _
27
\ 13 13 13

N
N - =
N 5 - == N 3 — > &
1 X - T = 13 A\ q 13 36: - % |13 dense dense|

224 - 27

w

55 384 384 256 100C

'y
(=]
O

4096

Numerical Data-driven

256 Max‘
Max Max pooling
% Stride\| o | Pooling pooling /
4 of 4
3

cock
2|qe1 Suruurp

ship

(-]
-]
(<]
o

2
z
]
=
o

Conv 1: Edge+Blob Conv 3: Texture Conv 5: Object Parts Fc8: Object Classes

Alex Krizhevsky, llya Sutskever and Geoff Hinton, ImageNet ILSVRC challenge in 2012
http://vision03.csail.mit.edu/cnn_art/data/single_layer.png
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http://www.image-net.org/challenges/LSVRC/2014/

VGGnet 12014

N

maxpool! maxpool |

!
xpool { maxpool |

depth=512 size=4096

me
depth=256 depth=512

maxpool

H
depth=64 depth=128 3x3conv 3x3 conv 3x3 conv FC1
3x3conv  3x3conv conv3d_1l  conv4_1 convs_1 FC2
convi_l conv2_ 1 conv3_2  conv4_ 2 conv5_2 size=1000
convl 2  conv2_2 convd_3  conv4_3 convs_3 softmax
conv3_4 conv4_4 conv5_4

K. Simonyan, A. Zisserman Very Deep Convolutional Networks for Large-Scale Image Recognition,
arXiv technical report, 2014
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VGGnet

ConvNet Configuration
A A-LRN B ¢ D E
11 weight | 11 weight | 13 weight | 16 weight|| 16 weight | 19 weight
layers layers layers layers layers layers
input (224 x 224 RGB imafe)

conv3-64 conv3-64 conv3-64 conv3-64 conv3-64 conv3-64
LRN conv3-64 conv3-64 conv3-64 conv3-64

maxpool
conv3-128 | conv3-128 | conv3-128 | conv3-128]| conv3-128 | conv3-128
conv3-128 | conv3-128] | conv3-128 | conv3-128

maxpool
conv3-256 | conv3-256 | conv3-256 | conv3-256]| conv3-256 | conv3-256
conv3-256 | conv3-256 | conv3-256 | conv3-256] | conv3-256 | conv3-256
convl-256] | conv3-256 | conv3-256
conv3-256

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512]| conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512)| conv3-512 | conv3-512
convl-512) | conv3-512 | conv3-512
conv3-512

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512]| conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512] | conv3-512 | conv3-512
convl-512) | conv3-512 | conv3-512
conv3-512

maxpool

FC-4096

FC-4096

FC-1000

soft-max

D: VGG16
E: VGG19
All filters are 3x3

More layers
smaller filters
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Inception (GooglLeNet, 2014)

Filter
concatenation

L e

1x1 convolutions

wns

3x3 convolutions 5x5 convolutions 1x1 convolutions
& 4 4

1x1 convolutions 3x3 max pooling
e

——

Previous layer

Inception module with dimensionality reduction

FUNDAMENTALS OF DEEP NEURAL NETWORKS




Residuals

X
weight layer
F(x) l relu identity
weight layer X

H(x)=F(x)+x
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ResNet, 2015

Residual Networks

152 layers

Idconv, 128 |
h 4
mqm.m

5-{- ‘..mE
(EIE IE: z’éaaaaa!
bbbl el iat bbbt ig At
2 12l (2] (3] 2] (2] |2] (2] (2] |3] 2] [2
SENISIEES SN N N N EEE .

"Deep residual learning for image recognition." IEEE CVPR. 2016.

He, Kaiming, et al.

46
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DenseNet

opVt

Densely Connected Convolutional Networks, 2016
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Training protocols

Fully Supervised
* Random initialization of weights
* Train in supervised mode (example + label)

Unsupervised pre-training + standard classifier
* Train each layer unsupervised

* Train a supervised classifier (SVM) on top

Unsupervised pre-training + supervised fine-tuning
* Train each layer unsupervised
* Add a supervised layer

FUNDAMENTALS OF DEEP NEURAL NETWORKS
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Dropout
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a) Standard Neural Net

Present with
probability p
{a) At training time

(b) After applying dropout.

W
Always
present
(

b} At test time

Oawitcation ror %

Withodt dropoht

29

430000 40300G
Nomiber of wegiE LSl e

Srivastava, Nitish, et al. "Dropout: a simple way to prevent neural networks from overfitting." Journal of
machine learning research15.1 (2014): 1929-1958.
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Batch Normalization

Input: Values of z over a mini-batch: B = {x1._ . }:
Parameters to be learned: v, 3
Output: {y; = BN, z(z;)}
1 T
1B — — Z“’i // mini-batch mean
UL =1
1 ™m
0% — (z; — pg)? // mini-batch variance
i=1
T; M // normalize
\/ UBE €
Yi ¢ 7Z; + B = BN, g(z;) // scale and shift
1
/_/—__—..—z-—-‘
, 7 2 2 W
09}
! 0 0
0811 " Without BN
I | —— withBN M
070K 20K 30k 40K 50K 2 2

(a) (b) Without BN (c) With BN
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http://arxiv.org/pdf/1502.03167v3.pdf

Transfer Learning

Layer L




Transfer Learning

Layer L

: Healthy
% C Malignancy
52




Layer Transfer - Image

5: Transfer + finle-tuning inl'nproves ger"leralizaticﬁ

0.64¢

3: Fine-tuning recovers co-adapted interactions
0.62r 2: Performance drops

A due to fragile
fine-tune the co-adaptation
whole network

4: Performance

drops due to
representation
specificity

. Source: 500 classes

o
U
oo

Top-1 accuracy (higher is better)
o=
o
=

from ImageNet Only train the
os6- Target: another 500 rest layers
classes from ImageNet
054 1 2 3 7 5 6 a

Layer n at which network is chopped and retrained
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ImageNET

~14 million labeled images, 20k classes

* Images gathered from Internet
 Human labels via Amazon MTurk
* ImageNet Large-Scale Visual Recognition

Challenge (ILSVRC):
1.2 million training images, 1000 classes

www.image-net.org/challenges/LSVRC/
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http://www.image-net.org/challenges/LSVRC/

Summary: [LSVRC 2012-2015

Team Year Place Error (top-5) External data
(AlexNet, 7 layers) 2012 - 16.4% no
SuperVision 2012 1st 15.3% ImageNet 22k
Clarifai — NYU (7 layers) 2013 - 11.7% no
Clarifai 2013 1st 11.2% ImageNet 22k

http://karpathy.github.io/2014/09/02/what-i-learned-from-competing-against-a-convnet-on-imagenet/
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http://karpathy.github.io/2014/09/02/what-i-learned-from-competing-against-a-convnet-on-imagenet/

Skin cancer detection

Basal cell carcinomas * Epidermal benign

* Epidermal malignant
Melanocytic benign
* Melanocytic malignant

Squamous cell carcinomas

£ o. a ......o'~ .5. ...
' - .. -
. s I B
‘.': - % _' ..o :’.‘ ...0‘.. .
o o0 '.\“ e "'\P‘.'\._","g
- ‘ ® : .. r .' LI ) .‘.'-‘ A .
s S W " - PP e, s [
@b, " wese o AL
. . l. :.’ ...0 ."‘. ..."" r.’.l ' ..0 . %
o\: . ."..‘. l~. s pow o : * .‘I' ">
- . o... i - b ® ° ..' . ‘-‘I " .
P . - o:t.'. .. . .".‘ e & (N Q. - "
.. .‘- \o.‘. ., . « *0 “. >
= o Yo " é.. » - - : ) o
» : P ... o & ..‘o ™ e d ® .
Melanomas _"'—b"_, BT Bje: PRl Y e
Seborrhoeic keratoses
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CNN & FMRI

MRI Scanner Cutaway

Feature map2

c1 : 2
Input map a Fxl
: 7 E— ,_Eilter‘l’/x“ | \\(32 channels) -

/

. \ .
N . o .
N\, . >\ L
N 2N
s 7 4
/
i& \

Filter32 4

_ Fiter32 % ‘
4 (32 channels) L v
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Structured deep models

Social networks

Citation networks * ‘country
Communication networks I\ [ USA. J
Multi-agent systems W, S ¥ B
° ‘ L . / b e = wuniversity
. L ucated_at
® - & . e ® [ Mikhait BaryshnlkcL} | Vaganova Academy ]
. \ 1 - P @ :ballet_dancer =
O ® \ : “'a%d :award
[ [
. b d ® @ Vilcek prize ]
o %o Knowledge graphs
® o

Biological
Neural
Network

Protein interaction
networks

Material from Thomas Kipf, CompBio Seminar, University of Cambridge, 5/2018
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Graph CNNs

Consider this Calculate update
undirected graph: for node in red:

O OO O
O. O
O O O/

Update pp— L () sl
rule: h( ‘H) (h( W(()) Z _h( )W(, )
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Hidden layer

Input
2
2
*—¢
*—®
e
® o

g+ — 4 (AH(Z)W(Z))
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Graph CNN

How Graph Convolutions work
CNN on image

/.
./

Graph convolution

oy Chemical
b ‘ property

Convolution “kernel” depends on Graph structure
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Different types of mapping

one to one one to many many to one many to many many to many
f t t ¢ t t t 1 Lol
! I b+ t ot bt ot
Image Sentiment analysis Synced sequence
classification (video classification)
Image Machine

ntioning translation
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Recurrent Neural Networks

Motivation

» Feed forward networks accept a fixed-sized vector as
input and produce a fixed-sized vector as output

» fixed amount of computational steps

» recurrent nets allow us to operate over sequences of
vectors

Use cases
» Video: sequence understanding
» Audio: speech transcription

» Text: natural language processing
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Recurrent neuron

e X Input attime t
e h,,: State attime t-1 >l
hey — )
next time step

hy = f(Whhi—1 + Weay)

FUNDAMENTALS OF DEEP NEURAL NETWORKS 64




Recurrent Neural Networks

Feed-forward NN Recurrent NN
h=¢g(Vx+c) h, = ¢(Vx; + Uh;_; +¢)
y=Wh+b y: = Wh; +b




Unfolding RNNs

»Each node represents a layer of network units at a single
time step.

» The same weights are reused at every time step.

Ly €Iy
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Long Short-Term Memory networks

(LSTMs)

Inputs:

° Input vector

£ Memory from
ta,m ' previous block

A0 ) Outputof
\\;\\_‘ ) previous block

outputs:
Memory from
current block
Output of
current block

Nonlinsarities:

' o.—l Sigmoid
Hyperbalic
tangent

aiwo
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Vector operations:

X
2

i

Element-wise
multiplication

Element-wise

Summation /
Concatenation
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Multitask Learning

The multi-layer structure makes NN suitable for multitask

learning Tack A Tack B
TZA TZB | ﬁ | ﬁ
| | S A
S FER

| ﬁ |Input | ﬁ | G

Input feature Input feature
for task A for task B




app-level mobile data analysis

Data Collection

| 5.2 Results
| Storage and
| analysis
1

3. Local b‘\
Inference ==Lt

Data Collection

Cloud-based

Data
Transmission

a
Wifi

|
|

|

|

|

|

|

|
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I L
A
|

|

|

|

|

|

|
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|

[ 2. Mode!
l offioading

|14. User data
|transmission

Cloud

1. Model
Pretraining
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Unsupervised
Learning




Why unsupervised?

»Challenges
* Massive volumes of observations
* No user-introduced annotations

» Applications

Clustering Dimensionality reduction
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K-means
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Topics

»Sparse coding

» Autoencoders

» Generative Adversarial Networks
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Sparse Coding

<K

1

min|x—Ds| st |s




Deep Models

Applications of SC

-
0

T .. i \ ’ |
""’ .'u..'d.a\'\f/,n"' il
AN AN AN
A A 17
YA '\‘\“\Q‘./"‘ AN
0 \\ ’h—' ?H ‘:\\/ A\\V/?\\‘

[M. Elad, Springer 2010]

Shortcoming

> Shallow model <-> single level of representation
o Complexity <-> dictionary size
> Task specific

FUNDAMENTALS OF DEEP NEURAL NETWORKS 77




AutoEncoders (AE)

Q&

28 X28=784

code

»

Usually <784

NN
Encoder

mp | code

1 Learn together

NN
Decoder

-3
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Compact
representation of
the input object

Can reconstruct
the original object
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AutoEncoders (AE)

Unsupervised feature learning

) &
Network is trained "

in%tLY:(zlrealrsntir(?llenne’cif;c;tj):;tl?g;c\)t- e e\\a// @
7= 23 [ - alg Oy \’@
=il

"\

O :1:({@ m

Encoder u\\
f(z) =h=2(W;x+b;) GI/V

Decoder

g(f(:t:)) — % = Z(Wgh + bg) Input  Layer Hidden Output




Regularized Autoencoders

Sparse neuron activation

Jsparse — Z Hi — XH? + 62 KL(paﬁ)

Hidden code L(x,X)

Denoising auto-encoders

MWeXe o EEEE EEEE

Corrupted input X  Raw input x Reconstruction X

Convolutional AE

f(z) =h=2(W1xx+b;)




Stacked AutoEncoders (SAE)

Extended AE W|th mu|t|p|e Iayers Of Input x Layer-1 features Layer-2 features  Output o

hidden units \‘"A\,',l‘\
. ’ \J’V
/)‘ A.A A

Challenges of Backpropagation

Efficient training
> Normalization of input

Unsupervised pre-training

> Greedy layer-wise training L T Autoancoder 2-D Topi Space

Eurupaar Coprrmusily
Monstory Eooneme

° Fine-tune w.r.t criterion

b e
Rociurme 158
Eamnge -

Bengio, Learning deep architectures for Al, Foundations and Trends in Machine Learning ,2009
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Deep Auto-encoder

Original
Image

PCA

Deep
Auto-encoder



Signal

0o
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O1
0o
00
oo
0o
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AWGN channel modeling

Transmitter

r

Dense layers
(MLP)
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" Normalization
layer
(Physical
constraints)

O O
O Nomalize O
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= >

v

'Channel
(Noise
layer)

Q00O0OVOO

A4

Receiver

[ Dense layers
+ Softmax layer

Argmax layer

Output

0000
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Application in modulation

training a learned physical layer, where a channel
autoencoder learns how to optimize BER for two bits of

information over a simple Additive White Gaussian Noise
(AWGN) effect.

Tx Symbols QAM4 , Gle Sym QAM4 (Ep/Np 4 dE% a0 Total Loss

20

200 400 600
epoch
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Generators?
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Generative Adversarial Networks

»

_ M Generator

True

Discriminator
Fake

Yann LeCun,
“adversarial
training is the
. coolest thing
} since sliced

Goodfellow, lan, et al. "Generative adversarial nets." NIPS 2014 bread.”

FUNDAMENTALS OF DEEP NEURAL NETWORKS



GANS

mmm===)  Discriminator Network -
D-dimensional

noise vector
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Predicted Labels
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GANS

>

Discriminator Network

1
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—>

Predicted Labels
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GANS

D-dimensional
noise vector

=
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Predicted Labels




GANS

= Discriminator Network - Predicted Labels
D-dimensional

noise vector
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Training Procedure: Basic ldea

G tries to fool D
D tries not to be fooled

Models are trained simultaneously
> As G gets better, D has a more challenging task
o As D gets better, G has a more challenging task

Ultimately, we don’t care about the D
o Its role is to force G to work harder
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real or fake?

1

Discriminative
Model

Generative

Real world Model

[

noise (z)
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DCGANS

Deep Convolutional Generative Adversarial Networks

Radford et. al. Unsupervised Representation Learning with Deep
Convolutional Generative Adversarial Networks. ICLR 2016
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Training Data(CelebA) Model Samples (Karras et.al., 2018)

4 years of progression on Faces

Brundage et al., 2017
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Image arithmetic

man man woman
with glasses without glasses without glasses

woman with glasses
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GAN based Style Transfer

Style Target qb relul_2 fd) relu2._2 ed) relu3._3 €¢,relu4_3

t l tyl tyl tyl
TR | iy i G
fw ; e | i B . ik
I ! i
I A : |
1
: @ : :
I ' I
Image Transform Net ' Loss Network (VGG-16) b
________________ 1391 e N O e o=t |
- vy
€¢,relu3_3

Content Target feat
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GANSs for Super Resolution

Generator Network B residual blocks

A
" k3n64s1  k3n64s1 ' K3n64s1

onbds1_

4

k3n256s1 k9n3s1

oz 2 (S
skip connection
Discriminator Network k3n128s2 k3n25652 k3n512s2

k3n64s1 k3n64s2 k3n128s1 k3n256s1 k3n512s1

4
I

se (1)

‘Leaky RelLU

| Dense #024) |
{ l.eakv-ReLU

| Den

Ledig, Christian, et al. "Photo-realistic single image super-resolution using a generative adversarial
network." arXiv preprint arXiv:1609.04802 (2016).
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GANSs for Super Resolution

bicubic SRResNet SRGAN original
(21.59dB/0.6423) (23.53dB/0.7832) (21.15dB/0.6868)

Figure 2: From left to right: bicubic interpolation, deep residual network optimized for MSE. deep residual generative
adversarial network optimized for a loss more sensitive to human perception, original HR image. Corresponding PSNR and
SSIM are shown in brackets. [4x upscaling]
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Fake news

https://youtu.be/8siezzLXbNo

https://www.youtube.com/watch?v=DIZf7eRID4w&t=108s
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https://youtu.be/8siezzLXbNo
https://www.youtube.com/watch?v=DIZf7eRlD4w&t=108s

Reinforcement learning

Reinforcement learning: system interacts with environment
and must perform a certain goal without explicitly telling it
whether it has come close to its goal or not.

internal state “Nreward

X

environment

—

learning rate o
inverse temperature
discount rate y

observation
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Types of Reinforcement Learning

Search-based: evolution directly on a policy
> E.g. genetic algorithms

Model-based: build a model of the environment
> Then you can use dynamic programming
o Memory-intensive learning method

Model-free: learn a policy without any model
o Temporal difference methods (TD)

o Requires limited episodic memory (though more helps)

Q-learning
o The TD version of Value Iteration
> This is the most widely used RL algorithm
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Q-Learning

Define Q*(s,a): “Total reward if an agent in state s takes
action a, then acts optimally at all subsequent time steps”

Optimal policy: m*(s)=argmax,Q*(s,a)
Q(s,a) is an estimate of Q*(s,a)
Q-learning motion policy: r(s)=argmax,Q(s,a)

Update Q recursively:
Q(s,a)=r+ymaxQ(s',a') O<y<l
-
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Deep Q-Learning

state action

a;

reward r

Mnih et al. Human-level control through deep reinforcement learning, Nature 2015
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http://www.nature.com/nature/journal/v518/n7540/pdf/nature14236.pdf

Deep Q learning in Atari

End-to-end learning of Q(s,a) from pixels s

Output is Q(s,a) for 18 joystick/button configurations

Reward is change in score for that step

Q(s,a;g)
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Breakout demo
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Multi-agent case
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Reinforcement Learning

Rewards

Observed state

Imitation Learning

Neurai network agent

Observations

Analysis-based Control

Observations




TensorFlow

Deep learning library, open-sourced by Google
(11/2015)

TensorFlow provides primitives for

o defining functions on tensors TensorFIOW

o automatically computing their derivatives

What is a tensor

What is a computational graph

Material from lecture by Bharath Ramsundar, March 2018, Stanford
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Introduction to Keras

Official high-level APl of TensorFlow
o Python

o 250K developers

Same front-end <-> Different back-ends
o TensorFlow (Google)

o CNTK (Microsoft)
o MXNet (Apache)
o Theano (RIP)

Hardware
> GPU (Nvidia)
> CPU (Intel/AMD)
o TPU (Google)

Companies: Netflix, Uber, Google, Nvidia...

Material from lecture by Francois Chollet, 2018, Stanford
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Keras models

Installation
o Anaconda -> Tensorflow -> Keras

Build-in
> ConvlD, Conv2D, Conv3D...
° MaxPooling1D, MaxPooling2D, MaxPooling3D...

o Dense, Activation, RNN...

The Sequential Model
> Very simple
° Single-input, Single-output, sequential layer stacks

The functional API
° Mix & Match
o Multi-input, multi-output, arbitrary static graph topologies
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Sequential

>>from keras.models import Sequential

>>model = Sequential()

>> from keras.layers import Dense

>> model.add(Dense(units=64, activation="relu’, input_dim=100))
>> model.add(Dense(units=10, activation='softmax'))

>> model.compile(loss='categorical _crossentropy’,
optimizer='sgd’, metrics=['accuracy'])

>> model.fit(x_train, y_train, epochs=5, batch size=32)

>> |loss_and_metrics = model.evaluate(x_test, y_test,
batch_size=128)

>> classes = model.predict(x_test)
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Functional

>> from keras.layers import Input, Dense

>> from keras.models import Model

>> inputs = Input(shape=(784,))

>> x = Dense(64, activation="relu')(inputs)

>> x = Dense(64, activation="relu')(x)

>> predictions = Dense(10, activation='softmax')(x)

>> model = Model(inputs=inputs, outputs=predictions)

>> model.compile(optimizer="rmsprop’,
loss="categorical crossentropy', metrics=['accuracy'])

>> model.fit(data, labels)
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https://playground.tensorflow.org/#activation=tanh&batch
Size=10&dataset=circle&regDataset=reg-
plane&learningRate=0.03&regularizationRate=0&noise=0&
networkShape=3,2&seed=0.57693&showTestData=false&di
scretize=true&percTrainData=50&x=true&y=true&xTimesY=
false&xSquared=true&ySquared=false&cosX=false&sinX=fal
se&cosY=false&sinY=false&collectStats=false&problem=clas
sification&initZero=false&hideText=false
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Model vs Data parallelism

Data Parallelism

Model Parallelism

124
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Parameter server approach

Data Parallelism:
Asynchronous Distributed Stochastic Gradient Descent

Parameter Server P =p +Ap
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Shards

FUNDAMENTALS OF DEEP NEURAL NETWORKS

125



