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“ IxebLaoOGg Ko UAomoinon piag €kdoong tou Exanest MPI Baolopévng oe
eyvpadn”

NEPINAHWH

To MPI elvat éva amo ta Kuplapxa TpwTOKOAAQ ETLKOLVWVIOG TIOU XPNOLUOTIOL0UVTaL
ot mAatdpoppec HPC (YmoloywopoU YPnAng amodoong) onupepa AOyw 1TNG
dopnToTNTAC KAl TNG KALLOKOOLLOTNTOG Tou. MoAAég HPC edappoyEg kavouv xprion
Tou MPI yla va KATaoTHoOUV €QLKT TNV EMKOWwVio HETay OSladopeTikwv
Slepyaciwy. 2ta mAaiola tou €pyou ExaNeST, éva véo HPC mpwtotumo avantuxbnke
oto gpyaotiplo CARV tou I.T.E amoteAoUpevo amd cuvoAika 512 ARMv8 muprveg
ouvduaopévoug He Aoyikr) FPGA. To mPWwTOTUTIO aUTO KAVEL XpHon EL8IKWV HovVAdwv
ETUKOWVWVIOC OXESLOOUEVWY VOl ETILTPETIOUVV TN S1AS00N LNVUUATWY CUYXPOVIOHOU HE
TOAU pikpn kaBuotépnon (latency) kaBwg kot tnv amodotikr petadopd pPeyaAwv
bebopévwy péow tou Siktuou Exanet.

Mpokelévou va aflomolnBoulv ol mpoavadepOeioeg LKAVOTNTEG TOU MPWTOTUTIOU,
avamntuxbnke pa upnAad BeAtiotonoinpévn MPI uhomoinon (Exanet MPI) ota mAaiola
Tou (8Lou €pyou, TpLy amo tnv apxn tng SouAeldg pag. H ulomoinon autn kAvel xprion
TwWV povadwv emkowwviag¢ tou HPC mpwtotumou Kal Katad€pPvel va ETUITUXEL
KaAUtepn amodoon amno tnv yvwoty MPI ulonoinon MPICH emituyxavovtag LExpL Kat
30x MkpOtEPN KaBuotépnon Owadoong Sedopevwv (latency). To Exanet MPI
urootnpilel éva eager Kal €va long MPWTOKOAAO ETILKOWVWVIAG YLOL ULKPEG KOl LEYAAEG
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uetapopég Sedopévwv avtiotolya. To TmpPwtokoAo long PBaoiletal o€
nipooopolwpéva DMA reads (read based) kat umootnpilet ekkivnon tng enkowvwviog
QUTOKAELOTIKA amd Tov amootoAéa. H “ekkivnon amo tov anootoléa” opiletal wg n
LKAVOTNTO TOU AMOOTOAEA EVOC MPI HnvUUATOG va EEKIVAOEL TNV EMKOLVWVIO LE TOV
napaAnmn ekdidovtag to KATtAAANAO URvupa cuyxpoviopou. Mapd tnv anAétnta
NG, N EKKIvNON OTMOKAELOTIKA amd TOV QmoOTOAéd O&v HAG EMUTPEMEL va
EKUETOAAEUTOUUE TIEPUTTWOELG OMOU O TAPOAATTNG Kataxwpel tnv aitnon Ttou
vwpitepa ano tov anooctoAéa. Emumpdobeta, n xprion npocouolwuévwy DMA reads
amattel and Tov MopaAnlmTn va EVNUEPWOEL TOV ATIOOTOAEN OXETLKA E TO TEAOG LG
DMA petadopd¢ péEow €vOg Ack HNVUHOTOC OUYXPOVIOHOU, KATL TIOU ETLPEPEL
erumAéov kaBuaotépnon (latency).

Ye autn TV gpyacia, oxedlaloupe Kal uAomoloupue €€ apxng pia €kdoon tou Exanet
MPI Bacolopévn oe eyypadn (write based) n onola umootnpllel ekkivnon emkowwviag
and Tov amooTtoAéa aAAG Kal amd Tov mapoAnmtn. Me t xprion DMA writes,
KaBLoTOULE TOV AmOoToA£d LKAVO va avTiAndOel o téAog plag DMA petadopag Sixwg
va xpelaletal emPeBaiwon and tov mapaAnmin. Emumpdobeta, ekpeTaAAevOUAOTE
TIEPUTTWOELG OTIOU N aitnon mopaAafrg Katoxwpeltal vwpitepa and v aitnon
QIMOOTOANG EMLTPETIOVTAC OTOV TIAPAANTITN VA LETADEPEL ALOUYXPOVOL OTOV ATIOCTOAEQ
OAec TIG TMAnpodopie¢ mou xpeldlovtal ywa pa DMA petadopd. ZUVEMWG, O
QanmootoAéag Tou Ba KaTtaxwprnoel TNV altnon OomMOOTOANG META TOV TOPOANTTN,
Umopel va petadEépel dpeca ta Sdedopéva TOU XWPLG va UTIAPXEL avaykn yla
TIEPALTEPW CUYXPOVLOUO UE Tov mapaAnmen. Map’ oAa autd, n amAi mpocdnkn tng
duvatdtnTag EKKivnong amo tov mapaAnmn oto long mpwTtOKoAAO eTLdEPEL KATIOLEG
ETUMAOKEC ouUTEPAAUPBAVOUEVNG KAl TNG MEYAANG avénong TG kabuotépnong oto
eager MpwTOKoALo. MNpoteivoupe SIKEG pag HeEBOSOUC yLa TNV EMLTUXH OVTLUETWITILON
TWV ETUTAOKWYV TIOU TIPOKUTITOUV OO TNV UTIOOTNPLEN ekKivnong amod Tov mapaAnmtn
KaBwg emiong BeAtiotomolovpe mepaltépw to long mpwtokoAAo e€oudetepwvovtag
TNV OovAykn XPAong KATOWwV HNVUUATWY GCUYXPOVIOUOU. [IpOKELUEVOU va
ovaAUCOOUUE TO Odelog amodoong Twv PBEATIOTOMOLNOEWYV HOC, OVAMTUCCOOULE
OUVOALKA Téooeplc mapaAlayEg Tou Exanet MPI Baolopévou os eyypadr). X kaBe
napaldayr, TOAPEXOUUE UAOTIOLNOELG YLA TIG TIEPLOCOTEPEG €K TWV point-to-point,
collective, kat communicator manipulating ouvaptioswv. Meplypddoupe TIG
TIEPUTTWOELC XPNONG TNG KABe mapaAAayng Kot afloAoyoUUE TIC TAPAAAAYEG TNG
UAOTIOLNGTC LOC EVAVTL TNG OPXLKAG, 6N BeAtiotomolnpévng, read based £€kdoong tou
Exanet MPI oto HPC mpwtotuno. EpBabuvoupe otoug TpOMOUG E TOUG OMoiloug oL
BeATLOTOMOLAOELG LOG OTO HOVOTIATL CUYXPOVIOHOU BeATiwvouv TV anodoon Kabwg
KOl OTOUC TTOPAYOVTEC TIOU ETITPETOUV OTNnV UAomoinon pog va Seifel meploocotepo
odeloc. Mo tnv afloAdynon xpnolpomololUe tooo microbenchmarks 6co kat
TIPAYUOTIKEG ETILOTNUOVIKEC ePAPUOYEG. AelXVOUUE OTL N UAoTolno HaC UopeL va
Eenepaoel oe anodoon to read based mpwtokoAo TpoodEpovtag £wg kol 50%
HKpOTeEPN KaBuotépnon (latency) evw Umopel vo PEWWOEL TO GUVOALKO XpOvo
EKTEAEONG OPLOUEVWVY EPapUOywWV EwG Kat katd 10%. (avaAoya e TO TTOGOOTO XpOVoU
ETUKOLVWVLOLC TIOU TIEPLEXOUV).
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“Design and Implementation of a Write Based version of the Exanet MPI”

ABSTRACT

MPI is one of the leading communication protocols used in HPC (High Performance
Computing) suites today due to its portability and scalability. Many HPC applications
make use of MPI in order to enable communication between different processes. In
the scope of the ExaNeST project, an HPC prototype was deployed in the CARV
Laboratory of FORTH consisting of 512 ARMv8 cores coupled with FPGA logic. This
prototype makes use of special network primitives designed to allow the low latency
transmission of control messages as well as the efficient transfer of large data through
the Exanet network.

In order to exploit the aforementioned capabilities of the prototype, a highly
optimized MPI implementation (Exanet MPI) was developed in the scope of the same
project prior to our work. This implementation makes use of the prototype’s
communication primitives and manages to outperform the well known MPI
implementation, MPICH by achieving up to 30x lower latency. Exanet MPI supports
both an eager and a long communication protocol used for short and large MPI
transfers respectively. The long protocol depends on emulated DMA reads and
supports exclusively sender initiation.

Sender initiation is defined as the ability of the sender of an MPI message to initiate
the communication with the receiver by issuing an appropriate control message.
Despite its simplicity, sender initiation does not let us exploit scenarios in which the
receiver posts its request earlier than the sender. In addition, the use of emulated
reads requires the receiver to notify the sender about the end of a DMA transfer
through the use of an Ack control message which incurs extra latency.
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In this thesis, we design and implement from scratch a write-based version of the
Exanet MPI that supports both sender and receiver initiation. With the use of DMA
writes, we render the sender able to determine the end of a DMA transfer by itself
without the need of acknowledgment from the receiver. Additionally, we take
advantage of cases where a receive request gets posted earlier than a matching send
request by letting the receiver initiate communication by asynchronously transferring
its DMA related information to the sender. Consequently, a sender that posts its send
request after the receiver, can immediately transfer data without the need of further
synchronization with the receiver. However, simply adding receiver initiation support
to the long protocol also infers some complications including (but not limited to) the
significant increase of the eager protocol's latency. We propose our method for
successfully facing the complications that arise from the support of receiver initiation
and we also further optimize the long protocol by eliminating the need of some
control messages. In order to break down the performance gain caused by our
optimizations we develop in total 4 variants of the write based Exanet MPI. In each
variant, we provide implementations for most point-to-point, collective as well as
communicator manipulating functions. We describe the use cases of each developed
variant and evaluate them against the already optimized read based original version
of Exanet MPI on the HPC prototype. We offer insight into the ways our control path
optimizations improve performance and the factors that let our implementation show
more benefit. For the evaluation we use both microbenchmarks and real scientific
applications. We show that our implementation can outperform the read based
protocol by up to 50% in communication latency while also reduce the total execution
time of specific applications by up to 10% (depending on the percentage of
communication time they contain).



