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“Yriootnpi§n Stadopetikwv EMNMESWV UNNPECLWV HEow Stadavng HeTakivnong
OEAISWV O€ KATAVEUNHUEVO CUCTANOTO VNG

NEPINAHWH

Me tnv ouvexn e€€ALEN epapuoywv vPnAng emidoong, avéavetal paydaia kot n avaykn
TOUG YLO TIEPLOCOTEPN MVAUN. Q¢ AMOTEAECHQ, YIVETAL OAO TILO ETILTOKTLKA N amaitnon ya
TLEPLOCOTEPN UVALN OTOUG UTIOAOYLOTIKOUG KOUPBOUG 8lag ouotdadag mou EKTEAOUV TLG
mapanavw epapuoyes. Qotdoo, VoG UEUOVWHEVOCG UTTOAOYLOTIKOG KOUBOG EXEL OpLa WG
TPOG TN XWPNTIKOTNTA HUVAUNG Ttou umopel va Slabtel. Tumikd, PE TNV €KTEAEON
oA amAwv edpappoywyv oL omoieg SladEPouv o€ UTTOAOYLOTLKEG KOl XWPLKEG OTTOULTAOELG,
Snuoupyeital petafaropevo doptio epyaciag PeETafl TwV UTIOAOYLOTIKWY KOUBWV.
Emopévwg, kamolol anod autol¢ Toug KOUBOUG XpNOLLOTOLOUV TO HEYOAUTEPO TTOCOOTO
LV NG TOUG EVW KATIOLOL AAAOL £XOUV AVEKUETAAAEUTN XWPNTLKOTNTA UVANG N omola Ba
Umopouoe SuvnTika va xpnolpomnolnBel and ekeivoug pe peyalutepo poptio pvriung.

JUVETIWG N €vvola TNC SLaXElpLONG AMOUAKPUOHEVNG UVANG, VAL QVTIKEIPUEVO £pEUVOC
yla ToAOUG 0pyaVIOHOUG, OL OTIOLOL £X0UV UAOTIOLNOEL TIOLKIAEG TEXVLKEG YLOL AVAYVWON



Kal eyypadn Oedopfévwyv Of  AMOUAKPUOMEVN pvAun. Mapodo mou n  xpnon
OTOMOKPUOUEVNG HUVAMNG TIPAKTIKA OUEAVEL TNV CUVOAIKA OSlaBéoiun UvAun €vog
UTTOAOYLOTIKOU KOUPBoU, N MpooBacn o€ AMOUAKPUOUEVO SESOUEVA UMOPEL VA UELWOEL
Spapatikd tnv amodoon pog edappoyng, efaltiag tng METAdOPAC OQUTWV TWV
Sebopévwy pEow NG evboolvdeong Siktuou TG cuotadag. EmumAéov, ol Slemadég
edappoywv Aoylopikol ou uAomolouvtal yla vo Swoouv mpocBacn 0€ AmoUaKPUOHEVN
HVAN, OPXLKA UIOPEL va elval TEPLTAOKEG WE TTPOG TN XPHON TOUC, Kal EMELTa N euBUVN
yla TNV SECUEVON QUMOMOKPUOUEVNG MVIUNG KAL TNV TIPOTEPALOTNTA OE QUTHV HETAEL TWV
epapuoywyv, avayetot otig (BLeg TIg epapUoyES, TOPOAO TTOU EXEL APKETH TTIOAUTIAOKOTNTA,
eldlkad otav évag HeyaAoC aplOpog sdappoywv ekteAeitol tautdxpova otov (6lo
UTTOAOYLOTIKO KOUPO.

J€ QUTA TN METATITUXLAKN £pyacia, TapouclA{OUUE TO CUOTNUA LETAVACTELUONC OEAIOWV
(PMS), to omolo emPAETEL TNV XPHON KUPLAC UVANG TWV UTTOAOYLOTIKWY KOUBwWV ot pia
ouotada, kal petakivel Sedopéva apatng npoofacng pLag dtepyaciag, amo TNV VAN
€VOG UTIOAOYLOTIKOU KOpBoU pe auénuévo ¢optio pvAUNg, o eAeUBepn pvAUn €VOG
OTIOLAKPUOEVOU UTTIOAOYLOTLKOU KOUPBOoU tn¢ idlag cuotadag pe xapnAo doptio pviung.
Ta Baolkd XopaktneLoTika tou PMS eival n dwadavn petadopd LRU oeAibwv plag
Slepyaociag og AMOUAKPUOUEVN VAN EVW TTAPAAANAQ XPNOLLOTIOLE(TAL EVOG AAYOPLOLOG
Sikalwoouvng vy tnVv emloyn oeAidwv pvAung petafl MoAAwv Olepyaclwv TOU
ekteholvtal otov (60 umoAoyloTikd KOpPBo. EmutAéov, n OMOUAKPUOHUEVN HVAUN
xaptoypadeital otov TOTIKO KOUBO amd To AE£TOUPYIKO oUOTHHO KoL Gpa  To
anopakpuopéva dedopéva pmopolv va Bpilokovtal otnv kpudn pvAun. Mo tnv akpifela,
Ha avayvwaon kai/r) eyypodr) otnv QmOpaKPUOUEVN UVAUN cUpPaivel Otav €XOUE
aotoxia otnv kpudn pvAun. Auti n duvatotnta avéavel tnv anodoon pag diepyaciog
otav 6ev umapyouv MOAAEC aoTtoxieg, AOyw NG pelwong petadopdg dedopévwy oto
Oiktuo. TéAog, To cuOTNUA ETUTPETEL TNV EMLOTPOdN CEASWV UVAUNG TOTUKA OTaV
eAevBepwOBel pvrpun otov kKOUPoO, N auénbel n cuxvotnta MPOcPacng oe AUTEG TLG OeAISEG.

A&lohoyoupe To PMS ekteAwvtag ehapoyEG OL OTIOLEG ETIKEVIPWVETAL OTNV IPOCTIEAQCN
pHeyaAou oykou Sedopévwy amod T UVAUN. XPNOLUOTOLOUUE €POAPUOYEG TTIOU KAVOUV
OELPLOKA TIPOOTIEAQCN OE OUVEXOUEVEG BECEL( UVAUNG OE TlVOKEG TNG TtA&ng tou 1
Gigabyte kat €toL Byaloupe cuxva dedopéva amod tnv Kpudr UVAUN HE AMOTEAECHUA TNV
ouvexn uetadopd Sedouévwy péow OlkTUou. Me QUTOV TOV TPOTO UMOPOUUE va
HETpioOUUE TNV Meilwon amodoong tng edappoyns Adyw TNG TPOCTEAACNG OF
OQTOUAKPUOHEVN UVALN OTN XEWPOTEPN TEepimtwon. Emiong exktelovpue edappoyEG mou
€XOUV auénuEvn XWPLKA TOTIKOTNTA OTnV Kpudn HvAUn, Kal £€tol Seixvoupe OTL TO
oo00oTO amodoong NG epapuoyng avéavetol Adyw TG HELWUEVNC IPOoBaong otnv
OTIOUOAKPUOHEVN HVAUN. TEAOC, mapatnpoUUE TNV ouumepldopd Kal amodoon o€
TIPAYUATIKEC EdapUoyEG LPNANG emiboong, xpnolponowwvtag to PMS.
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distributed memory systems”

ABSTRACT

With the constant evolution of high performance applications, their memory requirement
is rapidly increasing. As a result, the demand for more memory on computer nodes of
large clusters running those applications, continuously rises. However, an individual
computer node has limits in terms of memory capacity. Typically, by running several
processes of different computational and memory requirements on a cluster, creates
fluctuating workloads among the computer nodes. Hence, several nodes use most of their
memory while others are left with unused memory which could potentially be exploited
by nodes with a heavy memory workload.

Consequently, the concept of remote memory management has become the subject for
research by many organizations, which have implemented varying techniques for reading
and writing data on remote memory. Although using remote memory practically
increases the total available memory of a computer node, accessing data remotely, can
critically minimize performance due to the data travelling through the network
interconnection of the cluster. Furthermore, software APIs that are implemented to give
processes access to remote memory, primarily can be complex, and secondly the
responsibility for remote memory allocation and fair remote memory sharing among
processes, is assigned to processes themselves, which can be quite complicated,
especially when many processes are running simultaneously on the same computer node.

In this MSc thesis, we present the Page Migration System(PMS), which monitors main
memory usage of the computer nodes on a cluster, and moves infrequently accessed data
of a process from the memory of a computer node with heavy memory workload, to the
unused memory of a remote computer node of the same cluster node with a lighter



memory workload. The key features of the PMS is that it transparently moves LRU pages
of processes to remote memory while using a fairness algorithm when choosing memory
pages among many processes running on the same computer node. What's more, remote
memory is mapped on the local node, allowing the OS to cache remote data. To be
precise, a read and/or write on remote memory happens when we get a cache miss.
Cacheability offers better performance when there are less misses, by reducing network
transfers. Finally the system is able to return memory pages locally if the overall node
memory usage drops, or if the access frequency of those memory pages increases.

We evaluate the PMS using several benchmarks that stress the CPU in terms of memory
access. We use benchmarks that perform raw serial access on arrays of around a Gigabyte
in size and thus cause cache eviction frequently, essentially moving more data through
the network. That way we can measure the performance drop of a process due to
memory access in the worst case scenario. We also run cache blocking benchmarks that
exploit temporal locality, and we show that we get a better performance that way by
reducing operations on remote memory. Finally we observe the behaviour and
performance on real HPC applications using the PMS.



