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In recent years, security improvements have made it increasingly difficult for attackers to compromise systems. Successful prevention measures in runtime environments and operating systems include stack protection, improved heap allocation layouts, address space layouts randomization and data execution prevention. Heap-spraying is an attack that allocates many objects containing the attacker’s exploit code and a large NOP sled in an application’s heap. Then the attacker use another security exploit to trigger the attack and perform a jump to a random memory location. The attacker aims to hit one of the objects that he previously allocate in the heap and have the shellcode been executed. The success of the attack is proportional to the number of these objects and the size of the NOP sled. The most common method used by attackers to achieve this goal is to target a web browser by providing a web page with embedded JavaScript, which induces the interpreter to allocate their objects in the browser’s heap.

NOZZLE is a detector of heap spraying attacks that monitors heap activity and reports spraying attempts as they occur. To detect heap spaying attacks, NOZZLE has two complementary components. First it scans individual objects looking for the NOP sled and second it defines a global health metric.

At the individual object level, NOZZLE performs a light-weight interpretation of heap-allocated objects, treating them as though they were valid x86 code sequences. Because the attack jump target can’t be precisely controlled, the emulator follows control flow to identify basic blocks that are likely to be reached through jumps from multiple offsets into the object. So the emulator tries to find blocks of valid code sequences that can be reached through multiple offsets into the object. For a malicious heap object the basic block would be the attacker’s shellcode and the code sequences that lead the control flow to the basic block would be the sled. Then the number of these code instructions that represent the sled is calculated and is called the surface area (SA). In order to perform a successful attack, the attacker has to use a large sled. So when NOZZLE scans a malicious object it will calculate a large SA value for this object and it will classify it as suspicious. The density of the x86 instruction set makes the contents of many objects look like executable code. For a benign object this will usually result a small SA value, but there are cases that such objects result large SAs and are misclassified by NOZZLE causing a high false positive rate.
The global heap health metrics are introduced in order to reduce the false positive rate. NOZZLE maintains globally, the summation of the SAs of all the heap objects that are currently allocated to the heap (NSA). When a heap-spraying attack takes place there should be many heap objects which would have large SA values, and thus they would produce a large NSA value too. So the NSA calculation is used in order to determine whether a heap is under attack. NOZZLE periodically scans heap objects content and maintains the global health. When an object with a large SA value is encountered, NOZZLE checks the current NSA value. If and this value is beyond a threshold, a heap spraying attack is detected, and the final user is informed about the attack. The thresholds for the individual SA and the global NSA were specified from experiments that examine the heap characteristics for malicious and benign web sites.

In order to reduce the runtime overhead, NOZZLE randomly samples a subset of heap objects with the goal of covering a fixed fraction of the total heap. There is a trade off between the sample rate and the errors that would occur from the unchecked objects. A sample rate of 5% to 10% is concerned an acceptable rate. In order to reduce the performance impact, NOZZLE can use multiple scanning threads for the local scanning of the heap objects. Using these two techniques together the performance overhead of NOZZLE is less than 7% on average. 

Assuming that attackers are fully aware of the NOZZLE internals, there are a number of ways to evade its detection. An attacker could allocate a benign object, wait until NOZZLE scans it, and then rapidly change the object into a malicious one before executing the attack. To address this issue, NOZZLE scans objects once the mature on the assumption that most objects are written once when initialized, soon after they are allocated. In the future, this vulnerability could be reduced by performing periodically rescanning and by integrating NOZZLE directly with the garbage collector.

As NOZZLE currently starts scanning each object at offset zero, attackers can avoid detection by writing the first few bytes of the malicious object with a series of uninterpretable bytes. If there are invalid or illegal instructions at the beginning of the object, NOZZLE skips bytes until it finds the first valid instruction. So NOZZLE could be modified to handle it by generating multiple control flow graphs at multiple starting offsets.

Since NOZZLE relies on the use of a threshold for detection, attackers can populate the heap with fewer malicious objects to stay just under the detection threshold. Also attackers can find ways to inject the heap with sprays that do not require large NOP sleds. For example, sprays with jump targets that are at fixed offsets in every sprayed page of memory are possible. Besides, attackers can confuse NOZZLE’s surface measurement by designing attacks that embed multiple shellcodes within the same object or contain cross-object jumps.

All these techniques can defeat NOZZLE’s current analysis techniques but will decrease the percentage of successful attacks. When an attack fails, it usually makes the system to crash. In the browser context, these are record on the user’s machine and sent to browser vendors for per-site bucketing and analysis. Thereby, if an attacker performs a heap spraying attack with high success rate it would be probably detected by NOZZLE, but if he uses these techniques to reduce the success rate, and not be detected by NOZZLE, there would be many crashes and the vendors will be informed for the attack that is taking place. 

A known vulnerability of Adobe Reader that could lead to a heap spraying attack was tested under NOZZLE’s inspection. NOZZLE was used without any modification and managed to detect that attack correctly, which gives us confidence that it is capable of protecting a wide range of software, going well beyond web browsers. Prior work has not considered the specific problem of sled detection in heap objects or the general problem of heap spraying. Applying previous techniques to heap object results in high false positive rates. Also recall that heap spraying requires an additional memory corruption exploit, and one method of preventing a heap spraying attack is to prevent or detect that initial corruption error. The Data Execution Prevention (DEP) and the NX bit mechanisms could be used for this purpose, if they are supported. With DEP turn on, code injections in the heap cannot execute, but that could arise some compatibility issues. NOZZLE could be integrated with DEP for a more robust approach.

In the future, NOZZLE could further improve the selectivity of the local detector and it could be incorporated in a garbage-collector. Further more it could be extended from detecting heap spraying attacks to tolerating them.

